
Forecasting Daily and High-frequency Data

Mélard, Guy

Abstract Examples of high-frequency time series arise in many fields of applica-
tions, like daily sales in stores, energy consumptions by hours in office buildings,
daily cash flows in organisations, etc. It is not yet possible at this stage to build a gen-
eral theory but we will discuss an approach for modelling and forecasting such kind
of data. The discussion will be introduced by some examples of forecasting. The
first question of the paper is: how does ARIMA modelling work on such generally
long series with lots of perturbations? The main question of the paper is then: how
should we proceed to take the perturbations into account in the context of ARIMA
modelling? One aspect receives some attention: the low count data nature of some
series. We propose an adaptation to forecasting of an observation-driven method
and an alternative parameter-driven method. The paper is an application of all these
approaches on the examples mentioned above. It ends with some conclusions.

1 Introduction

It is generally thought in statistics that better results are obtained with more data.
This is not necessarily true with time series data, mainly when higher frequency
data are considered. It is not yet possible at this stage to build a general theory but
we will discuss several approaches for modelling and forecasting such kind of data.
The discussion is introduced by some examples of forecasting: wind speed at the
top of a windmill, traffic in a cell of a GSM network, daily sales of a product in a
supermarket, treasury financial flows in order to avoid liquidity problems, energy
consumption in plants and offices. The detailed analysis of these examples is given
in appendices. We do not consider market and financial data. One aspect receives
some attention: the low count data nature of some series.
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ECARES, Université libre de Bruxelles, CP114/4 Avenue Franklin Roosevelt, 50, B-1050 Brux-
elles, and ITSE sprl, rue Georges Huygens, B-1160 Bruxelles e-mail: gmelard@ulb.ac.be

1



2 Mélard, Guy

Fig. 1 Plots of the series across time for the six examples
(a) Wind speed at top of windmill (b) Traffic in a GSM network cell
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(c) Sales of lettuces in a supermarket (d) Treasury financial flows at ACOSS
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(e) Sales of 4 season quilts in a supermarket (f) Electricity consumption (bottom with left scale),
temperature (top with right scale)
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In the case of daily sales in stores, the sales depend on opening days (affected
by holidays, exceptional Sunday openings), period in the year (Christmas, Easter,
other school holidays, promotions). Energy consumption by hours in office build-
ings is affected similarly by calendar effects but also by work schedule flexibility
and temperature. Daily cash flows in banks and other organisation like social secu-
rity institutions also have an important monthly pattern and depend heavily on the
number of working days in the month. Other calendar effects arise when working
with weekly data because the number of weeks in a year is not constant.

The first question of the paper is: how does ARIMA modelling work on such
generally long series with lots of perturbations? The answer is clearly that, with-
out an appropriate treatment of these perturbations, nothing good can be achieved.
Although we do not provide arguments, we believe that other techniques cannot
do better without taking these perturbations into account. The main question of the
paper is then: how should we proceed to take the perturbations into account in the
context of ARIMA modelling? We cannot provide a complete solution to the prob-
lem but well indicate some ways of handling these perturbations. One of them is the
well known intervention analysis. Otherwise, a pre-treatment of the data can help to
solve some issues.

We start by describing our examples in Sect. 2. Then, we recall basic ARIMA
modelling in Sect. 3 while introducing the notations. Sect. 4 is devoted to the han-
dling of perturbations, either within the model or as a pre-treatment. In Sect. 5, we
add forecasting to an existing observation-driven method for count time series and
propose an alternative parameter-driven method detailed in Appendix 5. The paper
ends with some conclusions.

2 A Few Examples

Fig. 1 shows our sample data:

(a) wind speed at the top of a windmill [18]
(b) traffic in a cell of a GSM network [2] for 26 weeks,
(c) sales of lettuces in a supermarket for nearly 3 years,
(d) treasury financial flows at ACOSS [13] during 4 years,
(e) daily sales of four-season continental quilts,
(f) electricity consumption and outside temperature in an office building during a

week.

These are daily series except (a) and (f) which have one observation every 10 and 15
minutes, respectively, during about 12 days for the former and a week for the latter.
The six series have more than 400 observations except series (b) with length 185
which suffers from a high proportion (close to 10%) of missing data. There are also
missing data in some other series due to holidays or strikes, for example, and also
exceptional data due to working Sundays in the supermarket sales series. We focus
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on the different approaches to handle the perturbations and also to the treatment of
count data. Before, we describe a general strategy based on ARIMA models.

3 Basic ARIMA Modelling

ARIMA modelling is applied in a traditional way [3] using the ARIMA(p, d, q)
model or, for coping with seasonality of period s, the SARIMA(p, d, q)(P, D, Q)s
model. Denoting the series {yt}, t = 1, . . . ,T , the ARIMA(p, d, q) model is such
that

φp(L)(∇dyt −µ) = θq(L)et , (1)

where L is the lag operator, ∇ = 1−L is the difference operator, µ is a constant,

φp(L) = 1−φ1L− . . .φpLp, θq(L) = 1−θ1L− . . .θqLq (2)

are, respectively, the autoregressive and moving average operators, and the errors
et ’s are independently identically distributed (i.i.d.) with variance σ2. In the case
of a SARIMA model, ∇d is replaced by ∇d∇D

s , where ∇s = 1− Ls, φp(L) is re-
placed by the product φp(L)ΦP(Ls), and θq(L) by the product θq(L)ΘQ(Ls). The
seasonal period s is often clearly specified (at least once the perturbations are han-
dled correctly, see Sect. 4). Multiple seasonality is also possible. The classic Box and
Jenkins method [3] makes use of residual autocorrelations and partial autocorrela-
tions to specify the orders, after having made the series stationary by transformation
and differencing. Estimation of the parameters is done by maximizing the Gaussian
likelihood. SPSS and Time Series Expert or TSE [17] are used here.

Only Example (a) is without surprise, leading to an ARIMA(1,0,2) model de-
fined by

(1−0.979L)(yt −4.955) = (1−0.243L−0.198L2)et . (3)

This is shown in Appendix 1 which also serves as a synthesis of the methodol-
ogy. That appendix can be omitted by those readers who know the methodology
for building ARMA models, see [3], [16]. It should be stressed, however, that a 3-
parameter ARMA model is confirmed. Such a small number of parameters can be
surprising for a series of length 1728. We will see if a similar conclusion can be
drawn in our other examples.

4 Handling of Perturbations

Before going into more details, let us state model extensions that can be used to
cover the various problems mentioned above:

• allowance for explanatory variables (promotions for sales, outside temperature
for electricity consumption),
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• procedures for treating missing data and outliers, intervention analysis (to handle
failures and equipment breakdown),

• data reallocation (to cover most calendar effects),
• time alignment (to take care of different month lengths),
• a combination with a model for count data (when small integers are observed).

As explained in [2], the use of intervention analysis is enough to solve Example (b)
and leads to an ARIMA(3,0,0)(0,1,1)7 model with a constant and 9 interventions,
shown in Appendix 2. There exist [4] interventions on the variable (often used to
correct for ”additive outliers”) but also on the differences (called ”level shift”), or
on the errors or innovations (”innovation outlier”), or more general interventions
(”temporary change”) but the first category is enough here. For an algorithm to
automatically detect several types of interventions and apply them, see [5].

Table 1 Example (c): calendar adjustments and coding variables: the shaded row corresponding
to the working Sunday is suppressed and its sales is added to the Saturday before

The treatment of Examples (c) and (e) requires a careful analysis of the calendar.
Indeed there are generally 6 observations per week, so s= 6, but there are three main
kinds of perturbations: (i) shop closings on holidays occurring during the week, (ii)
exceptional working Sundays, and (iii) promotions for the product. To solve the cal-
endar problems, the data are first reallocated to regular weeks by cumulating Sun-
day sales with those of the previous Saturday, and putting a 0 for week days without
sales. Binary variables are created for holidays (HOLIDAY = 1), for working Sun-
days (SAT SUN = 1) and for promotions (PROMO = 1). Table 1 shows a sample
of the coding operation. The model for lettuce sales takes the form of a regression
with ARIMA errors, more precisely ARIMA(2,0,0)(0,1,1)6, see Appendix 3.

The series of Example (d) is the treasury balance at ACOSS, the French organiza-
tion that manages money flows for 350 social security organisations [13]. Contrary
to the other series, the variable is a level variable, not a flow variable. Difficulties
arise because absence of bank transfers on Saturdays, Sundays or holidays during
the week and calendar effects imply that the number of observations per month is
quite variable: between 18 and 23. More specifically for the interval 1996-1999, the
following numbers of days were observed: 1×18, 7×19, 1×20, 16×21, 13×22,
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Table 2 Example (d): calendar alignment and rescaling in four cases: column 1 is the opening day
index within the month associated to the date in column 2, with the number of day within the week
in column 3; the flows are in column 4 and those in shaded cells are interpolated values

21-day month
New data by average
of two neighbours

23-day month
One observation is
suppressed

20-day month
New data by adding
2 interpolated values

19-day month
New data by adding
3 interpolated values

4×23. The most obvious ”period” is 21, but we found it easier to align months to 22
days, adding or deleting days in a quiet period of the month. Given the level nature
of the variable, observations in excess are dropped (dark shading in Table 2) and
new observations are added by linear interpolation (light shading). For that aligned
series ACOSS22, the final model is ARIMA(5,1,2)(0,1,2)22 after a few steps. For
details, see Appendix 4, where alignment to months of 21 days is also discussed.

Example (e) on sales of four-season continental quilts is more difficult to handle
because the sales are counts and take the form of small integers. This is treated in
Sect. 5 and modelling details are given in Appendix 5.

The series of Example (f) is about forecasting electricity consumption of a com-
pany every 15 minutes, so with 96 observations per day. After a regression model
with outside temperature and an indicator of working hours among the regressors,
we consider a pure extrapolative model, a SARIMA(3,0,0)(0,1,0)96 model. Then we
try to combine the two models to see if the explanatory variables and the dynamics
improve the adjustment and the forecasts, see Appendix 6.
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5 Handling of Count Data

There is some literature on regression for count data but dealing with time series is
more challenging, see [12]. Integer autoregressive (INAR) processes are studied in
[1]. For example the INAR(1) process is defined by the equation yt = φ ◦ yt−1 + et ,
where y0 is Poisson-distributed with mean µ > 0, the et ’s are i.i.d. Poisson of mean
(1− φ)µ , and φ ◦ y denotes a sum of y i.i.d. random variables with a Bernoulli
distribution of parameter φ ∈ [0,1]. The INAR(1) approach can be used, however,
only for simple models. There is no provision for seasonality or regression terms,
see however [11]. An ARMA generalization is proposed in [14]. In [21], a regression
model with Poisson errors is estimated by quasi-maximum likelihood (QML).

After [6] and [7], Davis, Dunsmuir and Streett [8] and [9], referred here as DDS,
combine that regression approach with ARMA modelling, leading to the generalized
linear ARMA (GLARMA) processes. Denote Ft the sigma algebra spanned by the
observations up to time t. Then, conditionally on Ft−1, the variable yt is supposed to
be Poisson-distributed with mean µt , where log(µt) is defined by a regression with
J explanatory variables x( j)

t , j = 1, ...,J, in terms of past errors et− j. More precisely:

log(µt) =
J

∑
j=1

β jx
( j)
t +

∞

∑
i=1

γiet−i, (4)

where
et = (yt −µt)/µ

λ
t ,with 0 < λ ≤ 1. (5)

Consequently the et ’s constitute a martingale difference sequence. The model is
observation-driven in the sense that the conditional distribution of yt is specified as
a function of past observations. In order to reduce the number of parameters we
suppose that the operator ∑

∞
j=1 γ jL j can be written as a rational function of the form

(θ(L)/φ(L)−1), where φ(L) and θ(L) are like in (2), rewriting (4) as

log(µt) =
J

∑
j=1

β jx
( j)
t +

(
θ(L)
φ(L)

−1
)

et . (6)

DDS have proposed a QML method. It is based on recursive formulas for the
gradient and the Hessian of the log-likelihood for the cases λ = 1 in (5), called
Pearson residuals, or λ = 0.5, called score residuals. Although they could not prove
consistency and asymptotic normality for the general case, it was done for the AR(1)
model with only a constant (J = 1 with x(1)t = 1, for all t, p = 1, q = 0) and λ = 1.

DDS have not discussed forecasting in their papers. Forecasting is essential for
our purpose so we will describe how to perform it. We assume that the explanatory
variables are available up to time T +H. To use the data till time T in order to
forecast yt for t = T +1, . . . ,T +H, we write Wt = log(µt) as
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WT+h =
J
∑
j=1

β jx
( j)
T+h +

p
∑

i=1
φi{WT+h−i−

J
∑
j=1

β jx
( j)
T+h−i}

+
max(p,q)

∑
i=1

(φi−θi)eT+h−i, (7)

for h = 1, . . . ,H, where we denote φi = 0 for i > p and θi = 0 for i > q. Proceeding
like with transfer function models, see [3, Sect. 12.5], we take the linear expectation
of (7) conditional on FT , yielding

ŴT (h) =
J
∑
j=1

β jx
( j)
T+h +

p
∑

i=1
φi{ŴT (h− i)−

J
∑
j=1

β jx
( j)
T+h−i}

+
max(p,q)

∑
i=h

(φi−θi)eT+h−i, (8)

where we denote ŴT (h− i) = WT+h−i when i ≥ h. Then the mean of the Poisson
distribution of yt for t = T + 1, . . . ,T + h is forecast by µ̂T (h) = exp(ŴT (h)). The
corresponding forecast ŷT (h) can be µ̂T (h), the closest integer to µ̂T (h), or the me-
dian of the distribution.

If forecast intervals at coverage level 1−α are requested, we can use the quan-
tiles of order α/2 and 1−α/2 of that Poisson distribution. In practice the β j, φi,
and θi are replaced by the quasi-maximum likelihood estimates and the et , t ≤ T ,
are the associated residuals. Of course, as it is usual, the forecast intervals do not
take care of parameter estimation.

An alternative approach is also used, assuming that the yt are Poisson distributed
with a mean µt which is a random process itself. An ARIMA model is considered
for the unobserved µt but using the observations to estimate the parameters. That al-
ternative approach, which is no longer observation-driven but well parameter-driven
(see [21]) is compared with the DDS approach in Appendix 5.

6 Conclusions

More and more data are available on a daily basis or even at a higher frequency. An
existing technique like ARIMA modelling is perhaps not designed with such data in
mind but, except for possible data reallocation and calendar alignment, and the use
of regression and interventions, our impression is that it can be adapted.

In this paper, we have considered how ARIMA modelling is affected by all these
effects. A priori, it could be thought that ARIMA models will be more complex
than with shorter, typically monthly or quarterly, time series. This is apparently
not true since a small number of parameters is often enough. In a next paper, we
will investigate whether it is useful to model high-frequency series rather shorter
aggregated or sampled data.
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Given that high frequency data of a flow variable give rise often to small integer-
values time series, we have investigated the possible use of the observation-driven
DDS method in forecasting. We have also considered a parameter-driven alternative
method.

Several software packages allow to handle various formats of dates and times,
like SAS and SPSS. Some packages provide also the capability to take care of a
calendar and even to specify a new calendar such as in Stata. Therefore the treatment
of daily and high-frequency data is possible with only a few adaptations.
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Molowayi Ntambwe) who provided some references. Thank you also to the providers of data,
Hervé Huberland and Stéphane Denorme.

Appendix 1

The Box and Jenkins methodology [3] makes use of graphs showing the autocorre-
lation function (ACF) and the partial autocorrelation function (PACF) across lags,
taking into account signification limits at the 5% probability level. These limits
±1.96/

√
T refer to a white noise process (i.e. a sequence of i.i.d. random vari-

ables). For the wind speed data of Fig. 1(a), since T = 1728, the limits ±0.047 can
barely be seen in the plots, see Fig. 2.

Fig. 2 Autocorrelations and partial autocorrelations of the data of Example (a) for lags 0 to 162

This is why we have added some close-ups in the sequel to show what lags of the
ACF and PACF estimates are significantly different from 0. Fig. 2 shows a linearly
decreasing ACF which may indicate the need of differencing in order to achieve a
stationary ARMA model.

Since the speed of wind should be considered as a stationary process, at least
while not taking global warming into account, we refrained from doing that. We
have used instead what can be called the autoregressive specification procedure
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Fig. 3 Autocorrelations and partial autocorrelations of the residuals of an AR(1) fit for Example
(a)

Fig. 4 Output of an ARMA(1,2) fit for Example (a)

Fig. 5 Output of the residual analysis for a ARMA(1,2) fit, including autocorrelations and partial
autocorrelations, for Example (a)
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Fig. 6 Forecasts and forecast intervals obtained from the fitted ARMA(1,2) model for Example
(a), compared with the reserved data

[16] suggested by [19], and have fit successively AR(1), AR(2), ... models, look-
ing at the residual ACF. As shown in Fig. 3, the residuals of an AR(1) fit is already
clean, showing only autocorrelation at lags 1 and 2. This is compatible with a se-
ries produced by a MA(2) process. Hence we conclude tentatively in favour of an
ARMA(1,2) model.

The fit of an ARMA(1,2) model is shown in Fig. 4 and the ACF and PACF of
its residuals are examined in Fig. 5. A few autocorrelations are slightly statistically
different from 0 at the 5% signification level but, given the number of tests underly-
ing the plots and the lags involved (37, 38, 131, ...) it is not considered as a failure
of the model. Hence the series is seen as being generated by the process defined by
(3) or

yt −4.955 = 0.979(yt−1−4.955)+ et −0.243et−1−0.198et−2. (9)

Fig. 6 shows the forecasts compared to the data.

Appendix 2

For the treatment of the daily traffic data in a cell of a GSM network, [2] contains
a description of the steps in the methodology. One difference with the previous ex-
ample is that the series can be seen as generated by a nonstationary process with
the presence of a ”seasonal” difference with period 7, to reflect the Saturday and,
mainly, Sunday drops. As noted in Sect. 2, the series has several missing values
denoted by zeros and also a couple of outliers can be seen. There are several ways
to handle outliers in time series, much less to handle missing values. Here we used
interventions [4] which are very similar to dummy variables in econometrics. Note
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that missing data occur during the week ends except for observation 82. The tech-
nique doesn’t really requires creating binary variables, see [15]. The final model is
described by the following equation

yt = −0.12t/7−297 I79
t −268 I80

t −362 I82
t

−349 I125
t −392 I128

t −358 I129
t

−355 I134
t −362 I149

t −316 I150
t

+
1−0.88L7

(1−L7)(1−0.38L−0.15L2−0.31L3)
et , (10)

where the error standard deviation is 29.0 (instead of 88.1 for the model without
interventions). In this case, the forecasts are also much better, with a mean absolute
error (MAE) of 15.4 instead of 29.1 for the original model. Using the expert module
in TSE-AX [17], exactly the same model could even be found automatically.

Appendix 3

The data on daily lettuce sales during less than three years are more difficult to
handle. There are generally six observations per week because of Sunday closings,
in general. However, the supermarket is open on some Sundays before Christmas
and there are missing data because of supermarket closings on legal holidays. To
preserve the quasi periodicity of 6, and take care of the promotion effect, we have
therefore followed the procedure described in Sect. 4 and used three binary vari-
ables: HOLIDAY to handle the missing data of legal holidays, SAT SUN to cope
with the Saturdays before working Sundays, and PROMO for the promotions. Of
course it should have been better to have a single intervention for each event, but
there are too many (respectively 22 , 5 and 54). A ”seasonal” difference is used to
take care of the sales pattern within a week and a constant is added to the model.

Table 3 Example (c): estimation results
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Table 3 shows part of the output from SPSS. The model fitted can be described
by the following equation

yt = 1.77t/6+380 HOLIDAYt −194 SAT SUNt +188 PROMOt

+
1−0.67L6

∇6(1−0.39L−0.24L2)
(11)

Appendix 4

The treatment of the daily treasury data of ACOSS leads to other difficulties. It can
first be shown that a difference and a seasonal difference are necessary to make the
series stationary. A close inspection of the close-up in Fig. 7 with the seasonal period
21 reveals that the different length of months has an effect on the autocorrelations
near lag 21. A SARIMA model can be obtained using the first 975 observations and
reserving the last 30 ones for comparison with ex post forecasts. The error standard
deviation is 6211 and the forecast MAE is 6200.

Fig. 7 Autocorrelations and partial autocorrelations, after applying ∇∇21 to the original ACOSS
series of Example (d)

Following the alignment procedure described in Sect. 4 and Table 1, we create of
series with 22 observations per month called ACOSS22. Fig. 8 shows a much clearer
correlogram particularly around lag 22. A SARIMA model can then be obtained as
explained in Appendix 1:

(1+0.10L5)∇∇22ACOSS22t = (1−0.26L−0.17L2)(1−1.11L22 +0.14L44),
(12)

with an error standard deviation of 5492 and a forecast MAE of 7058. The adjust-
ment is better but the forecasts are worse.

We have also tried with an alignment to 21 observations per month, giving rise
to a series called ACOSS21. Its ACF and PACF presented in Fig. 9 are also nicer
than for the original ACOSS series. A SARIMA model is obtained with an error
standard deviation of 5550, slightly worse than for the aligned series ACOSS22, and



14 Mélard, Guy

Fig. 8 Autocorrelations and partial autocorrelations, after applying ∇∇22 to the ACOSS22 series

a forecast MAE of 6966, slightly better than for ACOSS22. Here also the adjustment
of the aligned series is better but the forecasts are worse.

Fig. 9 Autocorrelations and partial autocorrelations, after applying ∇∇21 to the original ACOSS21
series of Example (d)

These fits are not as good as for the other examples. First, a yearly effect should
be taken into account, as indicated by residual autocorrelation at lags 131, 132, 133
(about one half year), and 263 and 264 (one year) for the series ACOSS22. Second,
the Ljung-Box test which is a global based on the first K residual autocorrelations
rejects the model for all values of K considered between 11 and 121.

Appendix 5

A priori, the handling of the four-season continental quilts, by the way in the same
supermarket as in Example (c), should have received the same treatment. There is
however one big difference: if the variables in the other examples can be approxi-
mately be considered as being continuous, this is not affordable here since the data
are small natural numbers, because quilts are durable goods that households buy
once for several years. A count model is thus more appropriate, see Sect. 5 where
we have described the DDS method of [8] and [9].
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We have also experimented with a discrete variant of ARIMA models that will
be compared with the DDS approach on the Example (e) series. For that alternative
approach, we have also assumed that conditionally on Ft−1, yt is Poisson-distributed
with mean µt , but where µt , not log(µt), is defined by a regression with J explana-
tory variables x( j)

t , j = 1, ...,J, and an ARIMA specification for the error:

µt =
J

∑
j=1

β jx
( j)
t +

(
φ(L)
θ(L)

)
et . (13)

The et ’s are again i.i.d., but different from the DDS approach. Note a second dis-
tinction that the more recent error term in (13) is et , not et−1. This implies that the
et ’s are no longer a martingale difference sequence with respect to Ft−1. Third, we
estimate the parameters by using a Gaussian QML method. That means that we as-
sume a normal distribution for the et in computing the likelihood. Since the µt are
not observable, we replace them by the observations yt . This is why a log transform
cannot be considered here since some observations can be equal to zero, and are
effectively often equal to zero in our Example (e). The advantage of that alterna-
tive method is that it requires only minor changes with respect to ARIMA models.
Adding a few lines of code was enough in the computational engine of Time Series
Expert [17], mainly for the computation of quantiles of a Poisson distribution. Also,
despite it will not be illustrated here, ARIMA and SARIMA models, as described
in Sect. 3, can be considered, not only ARMA models.

We have implemented that alternative approach and also used the DDS approach
on Example (e) data for the 863 first days, more precisely from January 1, 2002, to
September 30, 2004. We have used not only the explanatory variables HOLIDAY,
SAT SUN and PROMO but also a binary variable WINTER equal to 1 between
October and the beginning of March, and 0 otherwise. Promotions for the four sea-
son quilts occur during a few weeks in September. No difference is necessary. The
model fitted by our approach on the first 845 observations is as follows:

µt = 0.051−0.212 HOLIDAYt −0.306 SAT SUNt +1.556 PROMOt

+0.256 WINTERt +
1

1−0.059L−0.110L2−0.155L3−0.142L4 et . (14)

All the parameters are significantly different from 0 at the 5% level, except the
first two autoregressive coefficients. The t-statistics of the four regressors are −3.7,
−2.6, 4.3 and 3.4, respectively. There appears no remaining residual autocorrelation
in absolute value greater than 1.96/

√
845 = 0.066.

On the other hand, we have used the DDS method using a R program provided
by William Dunsmuir with [10] and some recommendations. We have modified it
in order to compute the forecasts for the last 3 weeks, as explained in Sect. 5. Ac-
cording to the recommendations, we have first performed the generalized Poisson
regression on the 4 explanatory variables, with a log link function. There were nu-
merical problems with the first two variables so we preferred to omit them from the
model, leaving only the constant, PROMO and WINTER. Looking at the residual
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Fig. 10 Fitted values of µt by the alternative approach (4SQFIT7) and by the DDS approach
(DDSmuFit) for the period August 6 to November 27, 2003

ACF and PACF, a break is seen in the latter after lag 4. This suggests an AR(4)
model. Using Pearson residuals, which corresponds to λ = 0.5 in (5), and the Fisher
scoring optimization algorithm, we obtain the following GLARMA model:

log µt = −2.941+3.164 PROMOt +1.608 WINTERt

+
1

1−0.114L−0.120L2−0.107L3−0.150L4 et . (15)

All the parameters are significantly different from 0 at the 5% level. The t-statistics
of the two regressors are 10.3 and 5.7, respectively. Note that using the score resid-
uals, i.e. λ = 1 in (5), and/or the Newton-Raphson algorithm does not change much
the results.

There remains to compare the two methods. The better comparisons are the fitted
values of µt delivered during the estimation period and the forecasts of µt for the
last three weeks. The fitted values of µt for the two methods are shown in Fig. 10
over a period of 100 days in 2003. The values are very similar but the µt obtained
by the alternative method show sometimes slightly negative values. This does not
occur for the DDS method because log µt is modelled.

As shown in Fig. 11, the forecasts of µt for the last 18 days, which are the means
of the future observations given the information at time 845, are also very close.
If we determine, for example, the median of the Poisson distributions, they will be
practically identical. The reserved observations are also shown on the plot. Some of
them are well forecast. Given the plot, it is not necessary to evaluate many quantita-
tive criteria to say that no method is really better than the other one on our example
despite the conceptual weakness of our alternative method.
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Fig. 11 Forecasts of µt obtained on September 8, 2003, by the alternative approach (4SQFOR7)
and by the DDS approach (DDSMuFor) for the period September 9 to 30, 2003, compared with
the reserved data (4SQUILTS)

Appendix 6

For Example (f) we have electricity consumption (ELECTR) and outside tempera-
ture (TEMP) in an office building in Belgium during a whole September week with
a succession of sunny and cloudy skies. The unit of time is 15 minutes so there are
96 observations per day. We will use the data from Monday to Friday noon in order
to forecast the next 48 values of ELECTR. We will compare a regression model with
a pure extrapolative model and then propose intermediate solutions.

In order to forecast ELECTR with a horizon of one unit of time, we con-
struct TEMP1 which is TEMP lagged by 15 minutes. To improve the fit, we
consider also similarly the lagged ELECTR1 as an explanatory variable. Even in
Fig. 1 (f), it appears that office occupation is a more important factor. We define
WORK as a piecewise linear function from Monday to Friday: WORK = 1, if
t expressed in hours is between 09:15 and 18:15, WORK = (t − 7)/2.25, if t is
greater than 07:00 and smaller than 09:15, WORK = (20− t)/1.75, if t is greater
than 18:15 and smaller than 20:00. Otherwise WORK = 0. The variables WORK
and WORKTEMP = WORK ∗TEMP1 are added as regressors to ELECTR1 and
TEMP1. That gives the following model:

ELECTRt = 90.0+0.04 TEMPt−1 +0.43 ELECTRt−1 +64.9 WORKt

+2.73 WORKtTEMPt−1 + et . (16)

The residual standard error σ̂ is equal to 58.5. The t-statistics of the coefficients are
respectively 5.1, 0.0, 9.3, 2.4 and 1.8, so TEMP1 can be omitted. The forecast MAE
for the Friday pm half day is equal to 7.7.



18 Mélard, Guy

An extrapolative model is built according to Appendix 1. The SARIMA model
is described by the following equation:

(1−0.32L−0.19L2−0.11L3)(∇96 log(ELECTRt)−4.1) = (1−0.75L96)et . (17)

With a scale correction by multiplication (by the geometric mean) to take care of
the transformation, we find σ̂ = 36.0 while MAE = 7.7. Only the constant has a
t-statistic between −2 and 2. None of the residual ACF and PACF values for lags 1
to 97 leads to model rejection. Note that the fit is better than the regression model.
The forecasts are even better than what the numbers tell because the regression
makes use of effective lagged temperatures that should normally be forecast given
the information on Friday noon.

We try to add ARMA errors to the regression model and explanatory variables to
the SARIMA model in order to combine the two basic models. Starting with (16),
we first suppress TEMP1, as recommended above, and ELECTR1, which would
conflict with the ARMA error specification. Then we add the square temperatures
multiplied by WORK to take non-linear effects into account, especially due to air-
conditioning. This gives a model with σ̂ = 63.1. The residual ACF and PACF sug-
gest an AR(2) specification for the errors, giving σ̂ = 54.8. Replacing ELECTR by
its logarithm (again with a scale correction), and a further seasonal moving average,
we obtain the following SARIMA corrected regression model:

(1−0.44L−0.18L2){log(ELECTRt)−1225.1−174.1 WORKṫ

+̇0.10 WORKtTEMPt−1−0.64 WORKtTEMP2
t−1}

= (1+0.33L96)et , (18)

where σ̂ = 36.6 and MAE= 8.8. The fit is closer to the SARIMA model but the
forecasts are worse. Note that we have centred the variables in order to avoid mul-
ticollinearity problems, although it is not shown in (18). Alternatively, adding the
variables TEMP1 and TEMP12 to (17) yields the following combined model:

(1−0.24L−0.13L2−0.06L3)

{∇96(log(ELECTRt)−2.95 TEMPt−1− 0.13 TEMP2
t−1)−0.41}

= (1−1.00L96)et , (19)

where σ̂ = 32.1 and MAE= 7.3, a small improvement with respect to the pure
SARIMA model (17). The t-statistics of the constant and of the coefficients of L3

and TEMP2
t−1 are respectively 0.2, 1.2 and 1.4, but the other ones are larger. Note

that WORK is useless here because ∇96WORKt = 0 during the period of study.
To conclude this example, despite the availability of an explanatory variable, the

ARIMA model is here well enough. The two combined models come close but are
much more complex than the ARIMA model, which has only five parameters.
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